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1. WHY DO WE NEED USER-CENTERED EVAL?

Agentic Al systems are rapidly moving from research proto-
types to deployed user products. These systems shift interac-
tion from direct manipulation [17] to delegation [13]: users
express intent, while the agent determines how to act, when to
ask for clarification, and how to recover from errors.

This shift exposes a gap in how we evaluate agentic sys-
tems. Agent quality is primarily measured through bench-
marks, scripted evaluation suites, such as SWE-bench [8], We-
bArena [22], and AgentBench [11] that reduce performance
to task success rates. While benchmarks have driven rapid
progress, recent work has raised concerns about their validity.
Trivial do-nothing agents can pass 38% of tasks on 7-bench,
brittle string matching inflates WebArena scores, and weak
baselines achieve non-trivial success across multiple widely
used suites [9, 23]. Fundamentally, these evaluations treat
agents in isolation, decoupled from the humans who must
understand, monitor, delegate, and recover from their actions.

We identify four gaps that emerge when moving from
benchmark-centric to user-centered agentic system evaluation:

(A) Agent success # user success. An agent may complete
all (sub)tasks correctly yet still fail the user through misaligned
preferences and values, expectation gap, poor user experience,
and lack of communication or intervention mechanisms [1,20].

(B) The collaboration process is invisible. Benchmarks
focus on quantitative measurable outcomes, but agent use is
fundamentally process-heavy: when user goals evolves, when
trust develops, and when delegation feels appropriate remain
unaddressed by existing evaluation frameworks [6, 16].

(C) Trust and delegation are dynamic. Users continuously
calibrate when to delegate decisions. Prior work shows that
auto-approve rates can increase with experience as users learn
to better estimate system reliability and the expected cost of
errors versus intervention [2,7], yet most evaluations treat
trust as static or external to performance.

(D) Long-term effects remain unclear. Sustained use may
reshape user behavior, skills, dependency, with downstream
impacts on well-being and social dynamics. A system that
performs well on benchmarks today may still be a net negative
if it erodes user capability over time, yet such effects are not
well captured in short-horizon evaluations [10, 12].

Wobbrock’s taxonomy of HCI research contributions [19]
helps map the user-centric evaluation landscape for agentic sys-
tems: artifact contributions (building increasingly capable and

use-case-centric agents), dataset contributions (human datasets
or benchmarks that define evaluation suites) dominate, empiri-
cal work studying how users actually interact with agents in
the wild, and methodological work developing process-aware
evaluation frameworks remain underrepresented.

2. TWO CASES WHERE AGENT SYSTEMS RAISE
NEW EVALUATION CHALLENGES

To make these gaps concrete, we present two cases that illus-
trate evaluation challenges benchmarks cannot capture.

2.1. Case 1: Living with an Agent Over Time

Onboarding is nonlinear. Unlike traditional software, agentic
systems do not expose functionality through static interfaces.
Users coming from distinct backgrounds and technological
experiences need to discover capabilities and limits through
use or failure. As agents behavior varies with context, tools,
and model updates, users continuously revise their usage, per-
ception, and mental model of the system. Current agentic
systems are also predominantly chat-based, which shape user
perception of agent behavior but are rarely considered in eval-
uation [5, 14]. Errors are subtle and compounding. Agent
failures are often delayed and distributed across steps. A sin-
gle incorrect action may propagate through a long chain before
becoming visible. Recovery is rarely local and may require
re-executing entire workflows [3]. Sustained use reshapes
the user. Over time, users develop new needs, expectations,
prompts, habits, and skills — or abandon the system entirely.
We lack longitudinal works for understanding appropriation,
adaptation, and (non-)use of agentic systems [12].

2.2. Case 2: When the Agent Acts in Your Task

Proactivity vs. calm. There is a tension between “always
proactive” agents and calm agents that remain in the back-
ground until needed [18]. Deciding when and how to interrupt,
act, or defer is central to user experience but remains poorly
understood [15,21]. Offloading and reliance. Delegation de-
pends on task stakes, familiarity, and experience, and evolves
over time. This raises an agency paradox: users may value
oversight in principle but delegate in practice [4]. How can
we measure this gap empirically? The trust-delegation land-
scape. The goal is calibrated trust—neither undertrust (over-
monitoring, underuse) nor overtrust (automation bias, skill
loss). Should we be tracking trust trajectories rather than static
ratings? What signals actually help users achieve calibration?
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